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Abstract. Nowadays it is becoming more usual for users to take into ac-
count the geographical localization of the documents in the retrieval infor-
mation process. However, the conventional retrieval information systems based 
on key-word matching do not consider which words can represent geographical 
entities that are spatially related to other entities in the document. This paper 
presents the SpatialCIM methodology, which is based on three steps: pre-
processing, data expansion and disambiguation. In the pre-processing step, the 
entity recognition process is carried out with the support of the Rembrandt tool. 
Additionally, a comparison between the performances regarding the discovery 
of the location entities in the texts of the Rembrandt tool against the use of a 
controlled vocabulary corresponding to the Brazilian geographic locations are 
presented. For the comparison a set of geographic labeled news covering the 
sugar cane culture in the Portuguese language is used. The results showed a F-
measure value increase for the Rembrandt tool from 45% in the non-
disambiguated process to 0.50 after disambiguation and from 35% to 38% using 
the controlled vocabulary. Additionally, the results showed the Rembrandt tool 
has a minimal amplitude difference between precision and recall, although the 
controlled vocabulary has always the biggest recall values. 

Keywords: Named Entity Recognition and Classification, Toponym Resolu-
tion, Ambiguity Problem. 

1 Introduction 

Internet has become a huge online repository of documents, news and several in-
formation. This repository is not easily interpretable, thus, requiring tools and tech-
niques to organize, structure and extract interesting information from its documents. 
For instance, it is necessary to analyze the data structure, similar characteristics and 
geographic coverage in order to find new trends, problems and solutions for each 
geographic zone. It is becoming more usual for users to retrieve the information from 
the context and then consider the geographic location of the document [1]. For exam-



ple, a user searches the context “Main Artificial Intelligence conferences” and then 
the geographic localization can be specified as “in the United States”. This kind of 
search is also applied in the search of documents, for example, “Sugar cane produc-
tion of the last year in Springfield”. However, conventional information retrieval sys-
tems based on key-word matching do not consider that words can represent geograph-
ic entities which are spatially related to other entities in the document [2]. For in-
stance, for the previous search, the conventional retrieval system will extract all the 
documents that include in their content the same words used in the search without 
considering that the word “Springfield” refers to a geographic localization. This pro-
cess might return a set of irrelevant documents for the user. It be must also considered 
the ambiguity in the search, for example, “Springfield” is related to three different 
cities in the United States. In order to determine and extract geographic features from 
the recognized entities in text it is necessary the development of systems. In this paper 
we consider all the names that represent a geographic location as geographic entities, 
such as, the word “Springfield” in the previous example. Some techniques of spatial 
data mining can be used to allow the geographic feature extraction. Spatial data min-
ing is the process of discovering interesting patterns from spatial databases which 
were previously unknown but potentially useful [3]; [4]. 

Much evidence can be considered in the geographic context definition of docu-
ments, such as addresses, postal codes, telephone numbers and names of reference 
points. After the geographic evidence is identified, the possible semantic ambiguities 
must be checked. Some gazetteers or geographic information systems (GIS) are 
commonly used to identify the geographic references. A gazetteer is a catalog of loca-
tions or places (dictionary of toponyms) which provides a vocabulary of geographic 
terms along with their respective locations [5]; [6]. The ambiguity can be understood 
as an expression of the language (word or phrase) which has many different meanings 
and can be understood in different ways by a receiver. For example, if the city of 
Venice is mentioned in the text it is necessary to apply a disambiguation process since 
it can refer to Italian, Colombian or French cities. This ambiguity problem causes 
noises in the information retrieval process, therefore, the same term can be related to 
relevant and irrelevant information [7]. The disambiguation process must be applied 
to solve the ambiguity problems. The disambiguation processes of entities (toponym1) 
are responsible for finding out the spatial location in the text through their standardi-
zation in a structured representation as geographic coordinates, database entries, or 
locations with a geographic ontology [8]. 

In order to perform the disambiguation process, it is first necessary to identify the 
geographic entities in the text; this process of identification is known as named entity 
recognition process (NER). The NER in text is a complex task that aims at locating 
and classifying atomic elements in the text into predefined categories, such as per-
sons, locations, organizations, expressions of time and money, among others. In fact 
there are some tools that perform the NER task in text. Such as, the Rembrandt lin-
guistic tool [9] that performs the NER task in Portuguese documents. This tool uses 

                                                           
1 Toponym is a proper noun designating a place (country, city, continent, etc.) 



Wikipedia as the base of a controlled vocabulary as well as set of grammatical rules in 
order to support the extraction of the entities. A controlled vocabulary is a list of 
words and phrases used to tag units of information. The Rembrandt tool was devel-
oped with the intention of recognizing the entities with a strong connection with geo-
graphic places such as countries, cities, rivers, universities, among others.   

This paper presents the Spatial Coverage Identification Methodology (SpatialCIM) 
which allows the identification of the spatial coverage of the text, focusing on news in 
the Portuguese language. This methodology is based on three steps: pre-processing, 
data expansion and disambiguation. In the pre-processing step, the Named Entity 
Recognition and Classification (NERC) process is carried out with the support of the 
Rembrandt linguistic tool. The performance of the entity recognition process of the 
documents using the Rembrandt linguistic tool is evaluated against the use of a con-
trolled vocabulary, representing the Brazilian geographic entities. 

The set of news used in the experimental set up is related to the sugar cane culture 
in Brazil. This set of news was manually labeled by a geographic expert. Moreover, 
the Brazilian sugar mills named in the text and their respective geographic paths are 
considered as the geographic coverage of documents. The representation of the geo-
graphic paths follows the geopolitical hierarchical structure of “Region, State, Meso-
Region, Micro-Region, City, Sugar Mill and Category'', according to the territorial 
division of Brazil, as recognized by the Brazilian Institute of Geography and Statistics 
(IBGE2).  

This paper is organized as follows: Section 2 covers related work; Section 3 intro-
duces the proposed methodology to determine the spatial coverage of documents; 
Section 4 presents the preliminary experiments and obtained results, followed by the 
final considerations in Section 5. 

2 Related Work 

After recognizing the entities in the text, the following step is to obtain the ge-
ographic paths and solve the ambiguity problems in order to establish the correct geo-
graphic classification of the documents (or news, in the context of this work). In the 
literature, many approaches that solve the ambiguity problems are presented. In this 
paper, we are interested in exploring the (i) toponym resolution and (ii) ontology ap-
proach for the disambiguation process. 

2.1 Toponym Resolution Approach 

The toponym resolution can be defined as the task of setting a reference to a possi-
ble ambiguous place name related to its real localization, which is represented in a 
given context. The proposed approach geographic features are usually obtained with 
the help of gazetteers or geographic information systems (GIS). For the work present-
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ed here, the interest is to explore the disambiguation method by means of the toponym 
resolution. 

The work in [10] explores different toponym disambiguation methods based on the 
word frequency and the associated rankings of each entity. The recognized geograph-
ic paths represent a graph structure. This structure aims at helping the disambiguation 
process. When multiple geographical paths recognized for one entity exist, the longest 
path in the graph is considered and the others paths are discarded. If there is still am-
biguity in the paths a democratic disambiguation is used. The method proposed for 
the authors is based on the co-occurrence of words in the documents and also consid-
ers the child nodes of each geographic path. The relevance is based on the frequency 
of the words from each node in the paths. Consequently, the most important geo-
graphic path is selected as the disambiguated path. 

In [11], a conceptual density technique (CD) based in the Word Sense Disambigua-
tion (WSD) for the geographical domain is used. The CD is given by the correlation 
between the word sense and the document context. The WordNet sub-hierarchies are 
used to determine the holonymy relationships (part-of relation) of the words. With the 
use of this hierarchy, it is easier to distinguish among the different types of localiza-
tions sharing the same name.  

In [12], Leidner uses two minimalistic heuristics. The first one uses the linguistic 
technique called “one-referent-by-discourse”. This technique assumes that a men-
tioned place name in the discourse refers to the same location in the whole discourse. 
The second minimalistic heuristic aims at solving the ambiguity problem. When more 
than one geographic path for a single entity exists, the lowest region formed among 
all the entities is the one that gives its interpretation.  

2.2 The Ontology Approach 

This approach is based on the use of geographic ontologies as the base for the geo-
graphic concepts and their relationships. Geospatial ontologies define classes and 
individuals to represent geographic regions, their features, and the relations among 
them [13]; [14]. 

The geographic features obtained from the geographic ontology are also explored 
in [15]. These features are used to discover the relationships among documents con-
sidering different geographic zones. The classification of the documents is done con-
sidering the geographic features to train different algorithms based on supervised and 
unsupervised machine learning techniques. 

In [8], geographic ontology structures, as well as the structure of event ontology of 
the documents are considered for the disambiguation process. The authors affirm that 
the event ontology contributes for a better understanding of the spatial coverage of the 
documents. If two entities participate in the same event, it is a strong indicator of the 
geographic relationship between them. This indicator helps in the disambiguation 
process. The geographic ontology used by the authors consists of four levels (earth, 
country, state and city). The ontology of events considers the following classes: peo-
ple, organization, and geopolitical localization. After the identification of the entities, 



Wikipedia is used in order to establish the relationships between the event ontology 
and the geographic ontology. 

3 The SpatialCIM Methodology 

The SpatialCIM methodology allows the identification and localization of news 
considering the geopolitical hierarchical structure of the Brazilian territory with the 
support of linguistic techniques for the process of document entity recognition. The 
proposed methodology is based on three main steps:  (1) pre-processing, (2) data ex-
pansion and (3) disambiguation. This paper explores the use of the Rembrandt lin-
guistic tool as well as a Brazilian controlled vocabulary in the (1) pre-processing step 
in order to analyze which technique has a better performance in the news disambigua-
tion process. After the entities are recognized, an entity selector filter is applied to 
extract only the geographic entities, as observed in the Fig. 1(a).  

 

Fig. 1.  Three stages of the SpatialCIM  

After the geographic entities are extracted, step (2) data expansion, begins. It is 
necessary to use the spatial data base which contains information about the Brazilian 
geopolitical hierarchy to extract the geographic paths and the geographic coordinates 
of the entities. In the SpatialCIM, the spatial data base can be populated using a GIS 
or a geographic ontology. One example of the geographic paths obtained in this phase 
is presented in Fig. 1(b), in which the paths obey the hierarchy of Brazil, the Brazilian 
sugar mill, and the international entities. In Fig. 1(b) the entity column represents the 
geographic entities found in Fig. 1(a). For instance, for entity (a) “Alagoas” was rec-
ognized only as one geographic path marked as A1 was recognized. For entity (b) 
“Belém” four different geographic paths were recognized, whose paths are marked as 
B1, B2, B3 and B4 respectively. The same process is repeated for the other ambigu-



ous entities. As observed in Fig. 1(b), the extraction of the geographical paths can 
present ambiguous paths such as the B1, B2, B3 and B4. This ambiguity problem 
must be solved in order to allow a more efficient document localization. After all the 
possible geographic paths are extracted, step (3) disambiguation, begins. This process 
depends on the system used to populate the spatial data base. If a GIS is used, the 
applied disambiguation method would be the disambiguation by points. If ontology is 
selected, the applied disambiguation method would be the textual and structural dis-
ambiguation. For the disambiguation by points, the geographic coordinates must be 
extracted from the spatial data base as illustrated in Fig. 1(c). 

 

Fig. 2. Disambiguation by the Points Method 

In order to execute the process of disambiguation by points, all the non-ambiguous 
entities (Entity A1 and D1) are mapped in the space and a polygon is formed, as illus-
trated in Fig. 2(a). Fig. 2(b) presents the disambiguation process for entity “B”. This 
process considers the polygon formed by the non-ambiguous entities showed in Fig. 
2(a). Then, the ambiguous entities (B1, B2, B3, and B4) are mapped in the space and 
the entity that belongs to the polygon or the entity is closest to any points of the poly-
gon is selected. In Fig. 2(b), entity B4 is the disambiguated entity since it belongs to 
the formed polygon which is marked by a rectangle. This entity is now considered a 
non-ambiguous entity and a new polygon is formed considering the entities A1, D1 
and B4 as demonstrated in Fig. 2(c). After a new polygon is formed the process is 
repeated until there are no more ambiguous entities as presented in Fig. 2(c) and 2(d).  

In the disambiguation process, some problems might occur, such as, the non-
existence of non-ambiguous entities at the beginning, or the tie between two ambigu-
ous entities. Next there some cases as well as the solutions proposed are explained.  

• If two ambiguous entities belong to the formed polygon, the closest entity to any 
point of the polygon is considered as correct.  

• If the entities do not belong to the polygon and have the same distance to any point 
of the polygon, then an entity is selected randomly. 



• If all the recognized entities are ambiguous, some of the heuristics explained next 
are used in order to determine the most important entity among all the entities. 
When the first entity is selected, the disambiguation process continues as previous-
ly explained.  

The heuristics used to determine the importance of the entities in this paper, con-
sidering the experimental set up, are listed next in order of importance: 

• In this research the sugar mill entities are more important than other entities.  
• As the geographic path considers the hierarchical structure of Brazil, the geo-

graphic paths of the entities that are more generic are considered. For example, the 
entity “São Paulo” is recognized as city and as state. In this case the “state of São 
Paulo” is selected since it represents a more general path. 

At the end of the process, all the documents are marked with their respective asso-
ciated geographic paths. 

4 Experiments and Results 

The collection used in the experimental set up is a set of news in the Portuguese 
language focused on the sugar cane culture. The set of news was marked by an Em-
brapa3 expert and considers all the geographic paths associated to each piece of news. 
The set of documents analyzed in this paper is formed by 237 documents, with 593 
recognized entities by the expert, as well as approximately 350 words by document.  
In the set of news, it is considered that one document can have multiple geographic 
paths associated. 

The main objective of these experiments is to compare the performance of the dis-
ambiguation by points using the recognized entities obtained with the help of the 
Rembrandt linguistic tool and a Brazilian controlled vocabulary. The Rembrandt tool 
uses linguistics processes in order to determine all the entities in the text. The Rem-
brandt can automatically recognize entities of the types person, location, time and 
organization. The Brazilian controlled vocabulary is formed by the intersection of a 
list with the Brazilian geographic entities and the geographic entities founds in the 
documents. The process performed by the Rembrandt tool can be computationally 
expensive since it needs to analyze each phrase and recognize the entities, as well as 
applying the sense disambiguation. This kind of disambiguation is used when trying 
to determine the type of entity. For example, the “Paris” entity can be understood as a 
city, organization, or person entity. If the document is too large, the Rembrandt tool 
can take considerable time to determine the entities. Considering that linguistic pro-
cesses are computationally expensive we experimented the use of the controlled vo-
cabulary as a non-linguistic alternative.  

 To obtain the controlled vocabulary, a list of all the Brazilian geographic entities 
was considered. One problem with this technique is that the context of the words can-
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not be recognized; consequently, it can take several types of ambiguities. For exam-
ple, if the term “São Paulo” is in the text, the controlled vocabulary will recognize this 
term as a geographic entity without considering the document context. In the docu-
ment, the term “São Paulo” could be a reference to the São Paulo football team or the 
state of São Paulo or the São Paulo city. 

To achieve the experimental objectives, the geographic paths automatically ob-
tained were compared to the geographic paths marked by an expert. The paths ob-
tained with the entity recognition carried out by the Rembrandt tool and the controlled 
vocabulary were also compared, in order to determine which technique achieves bet-
ter geographic paths compared with those obtained by the expert or if the process has 
no significant differences.  To evaluate how much the disambiguation process con-
tributes to better news localization, the resulting geographic paths for each of the 
news are compared with the geographic paths marked by the expert. Table 1 illus-
trates the geographic paths of the news marked by the expert. In this case, labels given 
by the expert are considered as the correct ones for the geospatial classification of the 
documents. In Table 2, the geographic paths automatically obtained with the entity 
recognition provided by the Rembrandt linguistic tool can be observed. Observe that 
two ambiguous geographic paths for the Micro-region of “Catanduva” (rows L1 and 
L2) and “Jau” (rows L3 and L4) were recognized. 

 
Table 1. Geographic Paths marked by an expert at news 41755 

News Region State 
Meso 
Reg. 

Micro 
Reg. 

City 
Sugar 
Mill 

Categ.  

41755 

Sudeste São 
Paulo 

- - - - - 
L1 

Sudeste São 
Paulo 

São Jose 
Rio Preto 

Catanduva - - - 
L2 

Sudeste São 
Paulo 

Ribeirão 
Preto 

Ribeirão 
Preto 

- - - 
L3 

Sudeste São 
Paulo 

Pi-
racicaba 

Piracicaba - - - 
L4 

Sudeste São 
Paulo 

Bauru Jau - - - 
L5 

 
Comparing these results with the results marked by the expert, it can be observed 

that the “São Paulo”, “Ribeirão Preto” and “Piracicaba” entities (rows L1, L3 and L4 
in Table 1) were not recognized. Table 3 illustrates the geographic paths automatical-
ly obtained with the entity recognition provided by the controlled vocabulary present-
ed in Table 1.  

 



Table 2. Geographic Paths Generated by SpatialCIM as well as with the Entity Recognition 
Provided by the Rembrandt tool at news 41755 

News Region State 
Meso 
Reg. 

Micro 
Reg. 

City 
Sugar 
Mill 

Categ. 

41755 

Sudeste São Paulo São Jose 
Rio Preto 

Catanduva Catanduva - - 
L1 

Sudeste São Paulo São Jose 
Rio Preto 

Catanduva - - - 
L2 

Sudeste São Paulo Bauru Jau Jau - - L3 

Sudeste São Paulo Bauru Jau - - - L4 

 
Table 3 presents ambiguous geographic paths for the “Catanduva” (rows L1 and 

L2), “Jau” (rows L3 and L4), “Piracicaba” (rows L5, L6 and L7), “Ribeirão Preto” 
(rows L9, L10 and L11) and “São Paulo” (rows L12, L13 and L14) entities. Obseve 
that all the entities marked by the expert, in Table 1, were recognized in Table 3. Due 
to the evidence of ambiguity presented in Table 2 and 3, the disambiguation by points 
process is applied as detailed in Section 3. Table 2 keeps the L2 and L4 rows and the 
Table 3 keeps the L2, L4, L5, L8, L9 and L14 rows. 

Table 3. Geographic Paths Generated by SpatialCIM as well as with the Entity Recognition 
Provided by the Controlled Vocabulary at news 41755. 

News Region State Meso Reg. Micro Reg. City S.M. Cat.  

41755 

Sudeste São Paulo 
São Jose Rio 

Preto 
Catanduva Catanduva - - L1 

Sudeste São Paulo 
São Jose Rio 

Preto 
Catanduva - - - L2 

Sudeste São Paulo Bauru Jau Jau - - L3 

Sudeste São Paulo Bauru Jau - - - L4 

Sudeste São Paulo Piracicaba Piracicaba Piracicaba - - L5 

Sudeste São Paulo Piracicaba Piracicaba - - - L6 

Sudeste São Paulo Piracicaba - - - - L7 

Nordeste Pernambuco Mat. Pernam. Mata Mer. Pern. Ribeirão - - L8 

Sudeste São Paulo Ribeirão Preto Ribeirão Preto Rib. Preto - - L9 

Sudeste São Paulo Ribeirão Preto Ribeirão Preto - - - L10 

Sudeste São Paulo Ribeirão Preto - - - - L11 

Sudeste São Paulo Met. São Paulo São Paulo São Paulo - - L12 

Sudeste São Paulo Met. São Paulo São Paulo - - - L13 

Sudeste São Paulo - - - - - L14 

 
As observed, the disambiguation by points and the recognition of entities made 

with the controlled vocabulary (presented in Table 3) presents a significant number of 
correct entities (presented in Table 1). The disambiguated results in Table 3 are close 
to the entities marked by the expert and presented in Table 1. 



Table 4.  Correct recognized entities with the Rembrandt tool and the controlled vocabulary 
considering the disambiguated and the non-disambiguated geographic paths 

 Disambiguated  
Geographic paths 

Non-disambiguated  
Geographic paths 

Recall Precision F-Measure Recall Precision F-Measure 

Rembrandt tool 0.62 0.42 0.50 0.71 0.33 0.45 
Brazilian controlled 

vocabulary 
0.73 0.26 0.38 0.92 0.22 0.35 

 
On the other hand, in Table 4, the general result of the precision, recall and F-

measure of the methods for the complete news collection is showed. It can be ob-
served that the Rembrandt tool gives a larger F-measure value of 0.50 over 0.38 ob-
tained by the controlled vocabulary in the disambiguated process. Although, the con-
trolled vocabulary always presents bigger recall values it fails in the precision values. 
Additionally, the disambiguation process improves the results for the Rembrandt tool 
as well as controlled vocabulary for both the recall and the precision measures. 

 

 

Fig. 3. Recall measure of the Rembrandt tool and the Controlled Vocabulary for the disambig-
uated and non-disambiguated process. 

The presented experiments show the results of the comparison between the Rem-
brandt tool and the controlled vocabulary for the achievement and disambiguation of 
the geographic paths. 

 



 

Fig. 4. Precision measure of the Rembrandt tool and the Controlled Vocabulary for the disam-
biguated and non-disambiguated process. 

The results presented in Fig.3 and Fig.4 show the distribution of the recall and pre-
cision according to tolerance thresholds. These results also confirm that Rembrandt 
tool has minimal amplitude difference between recall and precision measure, while 
recall of the controlled vocabulary is always higher and precision falls. Consequently, 
the Rembrandt tool is able to obtain a higher F-measure value than the controlled 
vocabulary. 

5 Conclusions 

In this paper, the SpatialCIM methodology was detailed which can determine the 
spatial coverage of documents. Additionally, a comparison between the Rembrandt 
tool and the use of a controlled vocabulary for the process of recognition of the geo-
graphic entities is presented. This comparison was performed in order to evaluate if 
there was a significant advantage in using the linguistic tool when we also have a 
controlled vocabulary.  For the experimental set up, a set of news in Portuguese about 
the sugar cane culture, and previously marked by an Embrapa expert was used. Final-
ly, the disambiguation method by points with the support of a GIS and the table of the 
Brazilian geopolitical division obtained from IBGE was also explored. 

The experiments showed a larger F-measure value for the geographic entity 
recognition process with the use of the Rembrandt tool. It also showed that the disam-
biguation process actually improves the correct recognition of the entities and it 
works with a lower number of geographic paths. In future work we intend to analyze 
the textual and structural disambiguation method with the support of geographic on-
tologies.  
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